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Main Things of Four  Systems

• NFS: simplicity and easy co-existence with BSD

• AFS: design for scalability

• Sprite: design for single system image, fairly 
aggressive client performance

• LOCUS: design for extreme distribution—no 
single central server

• Increasing amount of complexity

• Decreasing amount of realism
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I ssues

Transparency issues (2, 3, 6, 7, 8)

Efficiency issues (1, 4, 5, 6, 7, 9, 10)

1.Scale of the entire system

2.Name space

3.Locating file server

4.Name lookup

5.Caching (where, what, write policy)

6.Cache coherence

7.Crash recovery

8.Security and autonomy

9.Replication

10.Communication

11.Misc. legacies and lessons
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Issue #1: Scale

• Design depends crucially on target system size

• Scalability isn’ t free

• LOCUS
- < 30 “big”  time sharing machines

• NFS
- Originally designed for dozens of “work group” 
workstations

- Nowadays beefy servers can support on the order of 
100s clients

• Sprite
- Designed for 100s (one “work group” )
- 40-50 in its hay day

• AFS
- > campus
- 1000s of workstations
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How Scale Affects Design

• Bottlenecks
- Things that all machines need
- More things can become bottleneck as the scale 
grows

• Protocol
- Can’t afford operations that is >= O(N)

• Availability/reliability/recovery
- Possibility of something being dead grows

• Administration
- At some point, system structure needs to match 
social structure

• Heterogeneity
- Of all sorts
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Issue #2: File System Name Space

• Name transparency

• Sharing and namce space
- AFS, NFS
   • private local file system on 
local disk

   • extended with shared subtree
   • possible to run NFS diskless
- Sprite, LOCUS
   • Single shared global name space
   • “Doing the right things”  vs. Unix compatibility

• Remote devices
- AFS,NFS: no. LOCUS: some. Sprite: full support
- Why do you want it? printer? disks? .....
- Single system image: a highly transparent global FS 
is a must
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I ssue #3: Locating File Server

• Extend Unix mount table 
(NFS)
- on local disk, replicated, 
available

- headache for administration

• System-wide table (AFS)
- separate network protocol for maintaining it
- maps “volumes”  to servers
- easier to administer
- replicate for better availability but introduces 
complexity

- forwarding for server changes

• Extreme: broadcast every name
- simple, no state on client
- performance and scalability problem
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Locating File Server  (cont.)

• “Prefix table”  (Sprite)
- no system-wide location 
database

- hint table on clients
- updated with broadcasts (in 
case of changes or imperfect 
hints)

- servers only know what they export, no global 
knowledge

- simple, reasonably efficient, but broadcasts do not 
scale

- what about permissions?

• Dynamic distributed consensus (LOCUS)
- server replication
- partition/merge algorithm: each machine knows all 
other (connected) machines

- scalability limitation of the consensus protocol
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Issue #4: Name Lookup

Who iterates through the pathname components to resolve to 
some file handle?

• Parse one element at a time by client 
- Options:
   • Special l ookup( )  server operation (NFS, AFS)
   • Read directories as files (LOCUS)

lookup
(“ /a/b” )
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Issue #4: Name Lookup

- Original motivations:
   • NFS: clients and servers don’t necessarily share a 
name space

   • AFS: scalability

lookup
(“ /a/b” )
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Name Lookup (cont.)

- Client name caching:
   • Entry caching (NFS)
   • Directory caching (LOCUS)
   • Name caching can be very effective
   • Effectiveness of dealing with lookup failures

lookup
(“ /a/b” )
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Name Lookup (cont.)

• Send whole name to server (Sprite)
- Original motivation: simplicity
- A mistake in retrospect

lookup
(“ /a/b” )
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Name Lookup (cont.)

• Comparison
- client lookup is slower if no name caching
- roughly a draw in terms of performance with name 
caching

- client lookup is more scalable due to less server load
- name caching introduces complexity
- important consideration given file access pattern

lookup
(“ /a/b” )
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I ssue #5: Caching
(where)

• Where is the cache?
- NFS, Sprite, LOCUS: client memory
- AFS: client disk (also some amount of client 
memory)

- All: server memory
• What’s the verdict today?
- Sprite: diskless clients, likes server memory
- Remote memory are getting “ faster”
- Incredible growth of local disk bandwidth 
- Reliability consideration
- Server memory can be least effective due to capacity 
limitations and scalability issues
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Caching
(what)

• NFS: 
- file blocks, name to fhandle mapping, and attributes
- name cache only caches successful lookups (doesn’t 
help for lookup failures)

• AFS: whole file and directories and attributes
- Potentially good for scalability
- Potentially bad because of long store-and-forward 
delays

- Potentially bad for unnecessary transfers
- Later changed to 64KB chunks

• Sprite: only file blocks
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Caching
(wr ite policy)

• Fundamental considerations
- small writes to disk expensive
- most files are small
- files open for about 0.1 sec on average
- bytes die young

• AFS
- writes done to local disk
- write-through-on-close (WTOC) to server

• LOCUS: WTOC
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Caching
(wr ite policy, cont.)

• NFS
- initiate pipelining to server
- WTOC
- In fact, it’s even worse: NFS servers meant to be 
stateless, so flush all the way to disk

- In fact, it’s even worse: inode flushes as well
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Caching
(wr ite policy, cont.)

• Sprite
- put block in the closest cache
- wait for 30 secs
- push it to the next level
- client memory, to server memory, to server disk
- can lose up to 1 minute of data
- f sync( )  goes all the way
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Caching
(wr ite policy, cont.)

• Pro vs. con of Sprite
- bytes die in caches before going to next level
- less load on network, server, and server disks
- low latency via asynchronous writes
- worse reliability
   • actually arguably no worse than Unix
   • worse than NFS
- fundamental tradeoff between performance and 
reliability

   • attitude: pay only if you want it, but...
   • what about legacy apps
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I ssue #6: Cache Coherence

• What happens when multiple workstations have 
the file open simultaneously?

• Consistency vs. synchronization
- consistency: order preserved, read returns most 
recently written data

- synchronization: order correct, application-specific

• Tradeoff among semantics, performance, and 
implementation complexity
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Cache Coherence
(NFS)

• Three caches (data, name, attribute)
• Semantics: none
- clients may see stale anything

• Data cache
- version numbers (client flushes on mismatch)
- check attributes on server once in a while
- worse: server data might be stale as well
- want “stateless”  servers, but fundamentally can’t 
have coherence with state without killing 
performance
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Cache Coherence
(AFS)

• Semantics: 
- Copy in on open
- Copy out on close
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Cache Coherence
(AFS, cont.)

• Old AFS: check with server during each open
• Updates are rare and the old AFS unnecessarily 

loads server
• New AFS: server remembers who has what and 

“calls back”  if things change
• Consequence: possible to operate entirely out of 

client disk cache, least server load
• Complication: per file server state
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Cache Coherence
(Spr ite)

• Semantics of Sprite and LOCUS
- Single time-sharing-machine semantics

• Sprite
- Client checks version number with server during 
open

- Server keeps track of who caches what
- If “concurrent write sharing”  occurs, server calls 
back to disable caching

- Complication: per file server state 
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Cache Coherence
(LOCUS)

• LOCUS
- files always cachable

- token based, multiple read token, single write token

- flush cache when token is lost

- complication: even more distributed state

• Perf. diff not clear: Sprite can be better in case of 
“pingponging”
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Cache Coherence
(How much suppor t?)

• Sequential write sharing
- “Normal behavior”
- Should be supported

• Concurrent write sharing is rare
- Probably should be addressed in an application-
specific manner

- File system should provide simple, easy-to-
understand, and predictable behavior
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Issue #7: Crash Recovery

• Trouble with distributed state
- things don’t all die
- and live pieces expect you to recover lost pieces

• Client deaths are relatively easy

• Server deaths are potentially trouble

• Root problem: small disk writes too expensive

• Tradeoff among performance during normal 
operation, recovery speed and transparency, and 
implementation complexity
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Issue #7: Crash Recovery
(NFS)

• NFS
- stateless: nothing kept in memory, all goes to disk
   • performance hit during normal operation
- idempotent: repeatable independent RPC
   • not always feasible
- Dead server appears as infinitely slow server,
Rebooted server appears as slow server,
degree of simplicity and elegance
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Crash Recovery
(Spr ite)

• Experience
- the system is even more tightly coupled than AFS
- upon server crashes, initially simply flushed client 
caches and closed open files

- it was soon discovered to be painful
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Crash Recovery
(Spr ite)

• Interesting perspective
- distributed state is your enemy 
   • because they don’t die at once
   • you are expected to rebuild
- distributed state is also your friend
   • there is state redundancy
   • you can rebuild
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Crash Recovery
(Spr ite, cont.)

• Sprite
- Worked on a recovery protocol to rebuild state
- Low level kernel RPC exchanges to detect crashes
- Use client state to reconstruct lost server state
- Many complication. example: “ recovery storms”
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Crash Recovery
(LOCUS)

• LOCUS
- On crashes
   • run partition protocol to find connected subgroups
   • maintain consistency within subgroups
- After repair
   • run merge protocol to merge partitions
   • resolve conflicts for directories and mail messages
   • punt other conflicts to user

• Coda: elements of AFS, LOCUS plus automatic 
hoarding
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Issue #8: Secur ity and Autonomy

• Some amount of tradeoff between the two

• Sprite
- kernels trust each other
- wire assumed secure
- consistent with single system image, social 
environment, and generally not caring :-)

• AFS
- trusted servers vs. non-trusted clients
- not clear what this really means

• NFS
- again, weird: server trusts client as long as you don’t 
call yourself root

• Need “ real”  authentication, so each of the three 
pieces: a user, a client kernel, a server kernel can 
be sure whom it’s dealing with
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I ssue #9: Replication

• Why replication?
- availability
- performance? (can go both ways)

• Sprite, NFS: none

• AFS: read-only volumes
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I ssue #9: Replication (cont.)

• LOCUS
- full replication, atomic updates
- file groups (subtrees), and containers (disks)
- files optionally replicated in >= one container, each 
container contains a subset of the files

- logical entities: using site (US), storage site (SS), 
current synchronization site (CSS)

- CSS acts as the server: the serialization point for 
enforcing synchronization

- for reads: use CSS to choose update-to-date SS
- for writes: propagation managed by CSS

SSSSSS
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Issue #10: Communication

• NFS, AFS, Sprite: RPC

• NFS
- Built on “XDR” to support heterogeneity
- Built on UDP for efficiency, not always appropriate
- Avoidance of data copying by sharing file system 
and network buffers

• Sprite
- fast kernel RPC
- big mistake: did not enforce in-order delivery

• Latency is an increasingly important issue: affects 
many aspects of design
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Vnodes: Another  NFS Legacy

• Co-existence and composition of different file 
systems

• The path from system calls can be different from 
the path from the wire

• Lesson: hard to add distributed components into a 
legacy local OS

System Calls

Vnodes

NFSUFS

RPC/XDR

System Calls

Vnodes

RPC Service UFS

RPC/XDR

Network

Client Server
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Other  AFS Legacies

• Andrew Benchmark

• Volume management

• Copy-on-write snapshots

• Coda: file system for disconnected operation
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Other  Spr ite Lessons: Interaction 
Between VM and FS Caching

• Trade memory space between VM and FS 
caching
- naive implementation: just use a simple unified 
cache

- Sprite observation: VM is more sensitive
- approach: bias in favor of VM by 20 minutes

• Paging
- no special paging device
- paging to Sprite files
- server memory becomes intermediate paging store
- saves disk space
   • need maximum of sum, instead of
   • sum of maximum
   • (cute, but not essential)

• Aggressive client memory caching and diskless 
operations are brave precursors


