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Abstract
This research project implements a section of a larger project to develop a new means of drawing on the computer using a system of cameras. The process described in this paper relates solely to visual tracking of drawing objects using distinct visual markers, webcams, and image recognition technology. It also discusses a few methods of reducing error in using this method.

Introduction


As computers continue to become more prevalent, computer graphics have become a significant application area. As computers have continued to pervade everyday life, colorful images have become an important method of drawing attention, capturing interest, and as always, telling more than words possibly can. Meanwhile, computer art has developed its own niche in the art world. Driven by these rapidly growing areas, intensive graphics applications like Adobe Photoshop, Adobe Illustrator have expanded the frontier of possibilities when creating graphics on the computer. However, finding a way to input graphics to the computer has continued to be a pressing problem.

Over the years, several devices have become the de facto standard for graphics entry. The mouse is the cheapest, simplest, and most common method of drawing graphics. However, its capabilities are limited by design. The mouse continues to be used primarily for quick, inexact windowing interaction. It was clearly designed for pointing, clicking, and dragging, and not for fine tactile purposes like drawing. As a drawing object, the mouse is large, clumsy, and difficult to control.


Scanners are the next obvious method of inputting graphics. By simply putting a drawing on a flatbed device, a user can quickly digitize any drawing or photograph. While this technology has become increasingly cheaper and more accurate, it defeats the real-time interaction of using a computer. Furthermore, it is often more useful to capture the path of a stroke than its image, for example, if an artist wants to zoom in on a drawing in order to add small, detailed strokes.


In order to fill the void of natural drawing devices, companies like Wacom have developed graphics tablets. Manufactured for the sole purpose of drawing on the computer, graphics tablets are no doubt the most advanced method of drawing on the computer at this time. Merged seamlessly with the system as a pointing device, they allow a user to draw in any application they choose using a special stylus and drawing tablet. While these devices have become highly advanced, mimicking pencil and pen with capabilities like erasers and pressure sensitivity, they are still a far cry from giving users the same familiar experience as a pencil. Furthermore, the styluses have no drawing point, and leave no marks, so artists accustomed to using paper must adapt and learn to watch the screen as they draw on the table. With LCD screens dropping in price, high-end graphics tablets now include a screen on the tablet, so artists can see the results on the same device on which they are drawing. While this is a marked improvement, many users will contend that no stylus can ever capture the same feeling as their favorite pen, charcoal pencil, or crayon. While graphics programs can attempt to match the look of a crayon, the look can never be quite the same as scrawling crayon on paper. Finally, graphics tablets continue to be prohibitively expensive for casual users.


While several input devices are usable for putting graphics on the computer, none of them captures the tactile and visual look of using various pencils, pens, markers, crayons, or chalk on paper. In this integrated project, we seek to create a new graphics entry system using cameras, allowing users to bring nearly any drawing object they are comfortable with and to begin drawing immediately with no learning curve. The system will use cameras to follow the path of the object and to capture the unique look of the stroke. The applications for a system of this type are limitless. They allow artists, children, and anyone with little computer experience to walk up to a computer and begin drawing immediately. In this paper, I will concentrate on path tracking of the drawing object, which I will call the “pen” although it could be almost any conceivable object.

Although tracking objects is simple for humans, it continues to be a difficult problem for computers. While our brains have become adapted to acquiring and following objects, object tracking continues to be an elusive goal for several reasons. Stereo vision, depth-perception, better color recognition, and learning are just some of the inherent advantages we have over computers. In this project, I used color recognition of specific regions on the pen and initially measured qualities of the pen to approximate the location of the pen tip. While facial tracking has been a popular area of research, pen tracking has been a relatively dormant area. I was able to successfully create a library for pen tracking using dual color recognition and then to develop a method of error correction to make the approach more exact.


In this paper, I will give a detailed overview of the process followed in developing this pen tracking system. I will begin by discussing some of the work that has been done in object motion tracking. Next, I will describe my unique approach and my steps implementing it. Finally, I will demonstrate the results and discuss the implications.

Previous Work

 A great deal of research has been done in object tracking for a number of purposes. The OpenCV
 image library implements a number of these methods and makes them usable in applications. It is a C++ library originally created by Intel Microprocessor Research labs and now maintained by the open source community. Given its widespread use in commercial and research applications, the library was an obvious choice for implementing the pen tracker. It included two tracking methods: Motion Templates and CamShift.


The motion template algorithm tracks object movement by capturing a silhouette of the foreground and computing motion gradients. It begins by subtracting background information from an image to create the silhouette, and then creates a motion history of the foreground, giving a motion path. While possibly accurate, the algorithm seems to concentrate mainly on path, as opposed to absolute position, which is the most useful piece of information for the aforementioned graphics system.
CamShift
 is one of the more accurate methods for tracking objects on the basis of color. However, it was developed primarily for facial tracking with good results even with occlusions and multiple faces in the image. The algorithm works by calculating a color distribution of the object, and then computing a probability distribution for the location of the object in the image. Using this method, Bradski was successful in approximating the location of the face and its orientation even in the presence of distracting factors. Given the accuracy of this method, and its implementation in a pre-existing library (OpenCV), it was a logical choice for implementing a new pen tracker. However, its predicted accuracy was questionable, since CamShift was never designed with the intent of tracking a pen.
Approach


In choosing a method for pen tracking, I considered both the characteristics of the setup and the algorithm I was employing. My method had to be flexible, allowing users to draw with any type of pen, using either hand and holding it in any number of positions. Also, it seemed reasonable to expect users to spend a small but not excessive amount of time preparing the program to recognize the pen.


Having chosen the OpenCV library and CamShift as the algorithm for tracking, I tailored my setup to the situation. Since CamShift relies on color histograms for tracking, I chose to use two differently-colored tapes on the pen for recognition. This approach would allow users to draw with any colored pen, as long as it had a distinctly different color from the pieces of tape. If the algorithm was tasked with tracking the entire pen itself, then finding the tip would be difficult, occlusions would cause problems, and the pen would have to be have a high color contrast from the rest of the image. Tracking the pen tip itself is almost impossible, since the tips of pens are often extremely small and non-distinct in color. Thus, using colored markers was the logical choice. I chose to use brightly colored neon “Duck” brand tape. I marked a region near the tip with pink neon tape, and the end of the pen with yellow neon tape.

First, the program acquires the two pieces of tape on the pen at rest, with the help of the user. Using these locations, it builds a strong color profile of each tape section, which it subsequently uses to track each respective piece of tape in the image. The program also requests the initial location of the tip. Note that the pieces of tape could be located almost anywhere on the pen, regardless of the actual pen tip. From the point of view of the camera, the pieces of tape will tend to come closer together as the pen comes closer, and farther apart as the pen moves away. Based on a simple calculation with proportions, the program can extrapolate the expected location of the actual pen tip along a straight line based on this change in perspective. In order to determine whether the pen was up or down, I decided to use a second camera for recording images along the plane of the paper. This camera would again use the CamShift algorithm to track the location and orientation of the piece of tape closer to the pen tip. This information would be used to calculate the pen tip again, this time telling the program whether the pen tip is touching the paper or not.

With this approach, the tip extrapolation would be relatively accurate, although it would rely heavily on having a strong contrast in the color of the tapes and other objects in the image and also in having no occlusion of the colored tape. The former proved to be a problem, as will be discussed later. Given that pen tracking had not been previously attempted, this seemed like the most flexible, accurate method relying on the fewest conditions.

Methodology


When choosing hardware for the project, I wanted to make the project accessible and portable for other users. Thus, I chose to develop on a standard RedHat installation using two inexpensive ($40) USB Creative WebCam Pro cameras. These cameras were supported under the OV511 device driver pre-compiled into the kernel and were easy to use when capturing images.

In order to have a fully functional tip tracking program, I needed to write code to prompt users for initial color-marker coordinates and initial tip location, and then to calculate the predicted tip location after registering the initial coordinates. Originally, I wrote a number of test programs to test OpenCV and CamShift. Eventually, I wrote a complete application to open a sequence of image files and print out pen tip coordinates in each frame. Later, I separated the actual tracking code into a separate C++ class, so that it could be ported to other applications.

The OpenCV library already implemented a number of the most complicated sections. HighGUI, an OpenCV sub-library, included functions for image loading, image display, and GUI callback functions (to capture tape and tip locations from the mouse location). The CamShiftTracker class abstracted away many of the complicated details in using the CamShift algorithm. Finally, the cvCam sub-library provided all of the necessary camera capture functions when I eventually wrote an interactive application to track a pen in real-time instead of using pre-recorded frame sequences. Other included OpenCV drawing functions made it easier to mark areas of interest for debugging, such as the colored markers and the pen tip.
Version 1

I chose to separate pen x,y positional tracking from z-coordinate (height) tracking. I implemented the positional tracking first by using a pre-recorded sequence of .bmp frames recorded on a high quality camcorder. The image quality of the camcorder was extremely high, allowing me to focus on getting a functional first version working. After coding a first version that could find x,y coordinates, I rewrote it as a library called PenTracker2D. At the writing of version 1, I did not yet have working webcams, and only a pre-recorded image sequence. Thus, without a matching simultaneously-recorded side-view, I could not yet implement a height-tracking version of the library. The class called CamShift twice, once for each piece of tape. CamShift returned what it calculated to be a bounding rectangle of the tape in the image, which I then used to calculate the center of the tape. Using the centers of the tapes, I then calculated the location of the pen tip.
Version 1 Results

The version 1 library was extremely accurate for a first implementation. It could calculate the location of the pen tip very accurately when it was at rest on the paper, but it miscalculated the location by 6 pixels when it was being held in a drawing position. It soon became apparent that this error was due to the curvature of the pen tape when the pen was held at an angle and viewed from the camera. Foreshortening, the change in proportions of objects as they move closer to a given frame of reference, the camera, in this case, also seemed to be a contributor of error. Thus, I sought to correct for these problems in my second implementation.
The performance of the program was lower than expected. Running on a PII-450 machine, a basic program could simply load the images at 30fps. This slowed to 6fps when tracking just one of the markers, which required one CamShift function call. Doing 2D tip tracking required 2 CamShift calls and ran at 2.75fps. These framerates were for image processing only and did not include image display. In addition, full tip tracking would require a third CamShift function call to determine tip height. Therefore, the final performance of an interactive real-time 3D tip tracker was unclear.

Version 2


I observed the results from the version 1 library and determined that the error increased as the pen was rotated from a flat position on the table up toward the camera - when being held by a hand. Taking an initial error correction of 0 pixels and a pixel correction of 6 pixels when being held by the hand, I created a straight-line error correction function, depending on the distance on the markers to guess the angle of the pencil.


I knew this implementation could only be marginally more accurate, as a simple distance calculation between the markers could not tell the difference between a rotated pencil and a pencil that is brought closer to the camera at a flat angle. However, this was a simple calculation and seemed worth trying.
Version 2 Results


The version 2 library proved to be about as accurate as version 1, despite the error correction. By observing the results, I found that a linear correction function compensated too little as the pencil was near-parallel to the paper, and too much after it had been picked up. In other words, I needed a function that would compensate much more at first and then less as the pen was tilted.


At this point, I had two webcams (Creative webcams, mentioned above) available for testing. I implemented a real-time version of the program, and found that the cameras were far from adequate in image quality. In particular, their low color sensitivity lowered the contrast between the pieces of tape and other inextricable parts of the image. The CamShift algorithm would confuse the pink neon tape with skin color and the yellow neon tape with the table or the paper. Even worse, more lighting only made the problem worse, as it would completely overload the CCD sensors and wash out the colors completely, making the tapes indistinguishable from the pen. Without a higher quality camera, it was impossible to use the system in real-time at all. 
Version 3


I improved on the version 2 library by implementing a parabolic error correction function, since that curve fit the aforementioned constraints. I fit the curve to the earlier necessary error adjustments. I still did not have a higher quality camera, so I continued to use the camcorder pre-recorded frames for testing. Without a two cameras to record simultaneous videos of the pen from top and side views, it still made no sense to implement the height tracker.
Version 3 Results


With the parabolic error correction, the approximated pen tip was much closer to the actual pen tip. During most drawing movements, the library could approximate the pen tip to 1-pixel accuracy. Still, the function proved to correct too little at first, and too much after a certain point. Nevertheless, the results were promising and generating more complex functions seemed unreasonably difficult.

I also tested the version 3 library with neon-colored Post-It notes. The paper came in 4 neon colors – green, pink, yellow, and orange. The green tape was sufficiently contrasted from other parts of the image that the algorithm could distinguish it, but no other color was suitable as to use as the second piece of tape.


I was given another, higher quality, webcam (Creative Webcam Pro Ex, $90) to use. With preliminary testing under Windows, the camera demonstrated significantly better color saturation than the lower-end one, but it could not be run under Linux without rebuilding the kernel with new drivers. At the time of this writing, I did not have a chance to build the drivers into the kernel in order to test the camera with my library.
Results with Creative Webcam Pro Ex


I tested the new webcam with the previously developed real-time system. The new camera had substantially better color sensitivity, making the system usable in real-time. If the pencil is moved too quickly, the CamShift algorithm has a tendency to “lose” the markers, but a simple code hack allows it to reacquire it, with some extra processing cost. 
Discussion


Overall, the tip tracking method discussed here is very promising for a number of applications. Since it is separated as library from the rest of the integrated graphics input system described earlier, it could be used for other interaction with the computer. With six degrees of freedom, oriented tracking of two points on a pen has a variety of possibilities. The algorithm is very accurate with high quality cameras, as I found by using the test frames recorded with the camcorder.

Further work should be done in experimenting with higher-quality, but still inexpensive cameras. Once two cameras of usable quality are found, a height tracker can be implemented with relative ease, giving the full six degrees of freedom and full drawing capabilities. Also, the error in the CamShift calculation makes the tape locations tend to fluctuate from frame to frame, causing the tip location to fluctuate even more widely. As a result, it would be important to implement a function to smooth the coordinates of the pen tip to a curve without eliminating too much information about the actual pen movements. Finally, some optimization of the CamShift algorithm should be explored to make this tracker more viable as real-time option. 

Conclusion


Pen tracking is a unique idea that has been relatively unexplored in past research projects. It overcomes the limitations of several other input devices and opens the possibility for implementing systems like the graphics input system in progress. Using high-enough quality cameras, my tracker is accurate to within a few pixels in doing x,y positional tracking from overhead. With the addition of a z tracker, it could be used as a complete drawing solution. As CCD chips drop in price and webcams become cheaper, this system could become much cheaper and more natural than graphics tablet alternatives.

While doing this independent project, I became familiar with the product development process. I learned to prioritize features, to make tradeoffs, to analyze running time, and to find creative ways of adjusting for error. The project was a success and could be an integral part of future implementations.
� http://sourceforge.net/projects/opencvlibrary/


� Bradski, Computer Vision Face Tracking For Use in a Perceptual User Interface, http://www.intel.com/technology/itj/q21998/articles/art_2.htm





