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Abstract


Autonomous vehicles that can perform tasks for a host of applications will make dangerous tasks safe, insecure places secure, and the once unthinkable possible.  The RallyBot, a combination of two research projects, melds various disciplines into one robot that boasts internet-control, live remote video and still capability, automatic speed control, infrared rangefinders, and knowledge of heading and position to carefully yet quickly navigate our obstacle-filled world.  Possible applications of this platform technology include security rovers, featuring web cam shots of any location at any time, and remote sensing and manipulation in environments unreachable or inhospitable for people.  Robot design framework, components, and ideology are discussed.

Introduction


Robots can be used to replace people and perform dangerous, dull, or otherwise unappealing tasks.  By creating a robot that can explore, record, and experience its environment under remote control, such tasks can be performed efficiently and quickly, with little or no risk to human lives.  An example of a dangerous task includes a search and rescue operation.  With the help of a fleet of robots, such tasks can be performed better and faster.


Another problem is the positioning of a robot indoors.  This issue is still unsolved and has a number of solutions, ranging from infrared, sonar, magnetic and radio positioning. The Global Positioning System (GPS) is one of the most accurate and well-known positioning methods, but unfortunately does not work well indoors (the walls of a building block the incoming satellite signal).  Luckily, a wireless network can be used for location finding; given the nature of our project, we decided to use this method.

A key insight of this project is that most robots today are slow and stately.  We have sought to keep our robot easy to operate, aware of its environment, and carefully moving from place to place at an adjustable but fast speed.  Unlike typical two-wheeled robots, ours is built upon a radio-controlled racecar platform.

Approach


We had a multi-faceted approach that involved many different areas of expertise.  Our first goal was to create an Internet-controlled vehicle with a remote camera. This, in itself, was a challenging task.  Next, we added sensors and began to refine the motion of the robot to conform to a more “careful” model, giving it awareness of its environment.  We further incorporated a digital compass, which gave it a heading, and then we topped it off with position information. We are still tweaking the robot to make sure that it is truly “fast” and “careful” in its motion.

Methodology

 
As we had emphasized before, many different, unique, and previously uncombined components had to come together to make our robot car work, similar to how many different industries became important at the invention of the automobile (for example, electronics, glass, rubber, steel, instrument clusters, etc.).  We will now quickly summarize all of the components involved, and explain our decisions, starting with the base hardware up to the graphical user interface.

Mitsubishi Lancer: The Hardware Platform


One of the keys to this project is that it is built on an atypical platform – a radio-controlled car kit built for racing.  Our particular car was pre-built in a class last year, but it was heavily modified to fit our requirements.  We chose this vehicle because it is a break from the traditional “slow and stately” robot model.  Second, it is sturdy enough to carry the load of electronics necessary to be aware of the environment and connect to the Internet.  No robots available online for purchase fit these requirements.

Acroname’s Brainstem Framework


We needed a way to connect the raw hardware of the car (a 7.2-volt, 9-amp motor, a steering servo, and a couple IR sensors) to our GUI and control programs.  Acroname’s Brainstem did exactly that – it allowed an iPAQ to be the “brain” and interfaced this iPAQ with all of the raw hardware.  We purchased two of Acroname’s devices: the General Purpose module and the Moto Module. 

These modules are networked and can connect to other devices, like our compass.  Each module can run certain “reflexes” locally, as well as several concurrent “TEA” programs.  These TEA programs can be called from the iPAQ, which is connected to the Brainstem network via a serial link.  The Brainstem, a product that has evolved over several years, features C libraries and a “relay” function that allows us to teleoperate the Brainstem from a desktop computer.  

Other options included raw processors like the Motorola 68HC11, and the Basic Stamp, but these processors were too slow and relatively difficult to interface with our specific hardware.  The Moto board also featured built-in encoder inputs and speed control (similar to automotive cruise control), and though it requires significant tuning, the necessary PID feedback loop is built in.  For these reasons and others, we chose the Brainstem. 


The Brainstem framework has also permitted us to add the Devantech Compass to our set of sensors and tools.  This compass is now easily accessible, whereas it may have been impossible to access with any other micro controller.

iPAQ to Desktop: Closing the loop


We used an iPAQ to connect to the Internet because they are readily available in our department and are supported by the Brainstem.  In the future, we may be able to program the iPAQ for some local thinking as well.  

The iPAQ listens for a connection from a server, which receives its commands from a Macromedia Flash-based GUI.  At present, the GUI and server handle high-level commands, while the low-level thinking is done on the Brainstem.  In the case of control, the iPAQ acts as a mere relay (transferring data from the wireless network to the serial link), freeing up its processor for video and positioning information.

Our project is most likely the first robot ever to feature a Flash-based GUI.  This allows the robot to be completely under web-based control, with a clean and flexible GUI that is familiar to virtually all Internet surfers.  Flash is an extremely fast way to build a slick, usable GUI (the results resemble programs from Apple-Computer).

The Flash program talks to an intermediate server application, which then sends commands to the iPAQ, which then sends them to the Brainstem.  This network is described in the following diagram:

[image: image1.jpg]


High-level RallyBot schematic

Camera and Video Capture

We had two choices for the implementation of video:

· A RF/TV tuner, a video camera in the traditional sense (i.e., a transmitter emits a standard TV signal which must be decoded). This system is a small video camera that transmits on channel 16, along with the antenna and USB capture card for a receiving computer.

· A webcam-style camera that outputs data – the iPAQ/receiver must then encode and retransmit this over the network. We used a Winnov Videum Traveler that can attach to the PCMCIA slot of an iPAQ.

Both approaches transmit information wirelessly, but vary in their bandwidth requirements, load on the sender/receiver, and image quality (frames per second, (FPS) and resolution).


The TV tuner offered a fast refresh rate and ability to offload work from the iPAQ. The TV hardware is completely separate and does not use the wireless network in any way. Thus, the RF video stream consumes no bandwidth or CPU cycles, and the machine receiving the data does all the work; very important points for the CPU-limited iPAQ.


Unfortunately, this does not come without a price. First, the TV signal was of mediocre quality, although it came very smoothly. More importantly, the TV transmitter was of limited power, and the signal degenerated to noise after about 100 feet (indoors, passing through several walls). A wireless LAN has built-in repeaters (access points) that can extend a signal, but our TV transmitter has no such luxury. Thus, the effective range of the car would be limited to the smaller TV range, which does not use the retransmission capabilities of the wireless network.


The PCMCIA webcam solves some of these problems but introduces others. Because the iPAQ must transmit these pictures, the range is the same as that of the wireless network – control and vision go together, as would be expected. However, this shares both bandwidth and CPU cycles with the control software, which is a major problem for the iPAQ. The PDA has to process, encode, and retransmit the data coming from the camera, and we only manage about 2-5 frames per second, depending on motion (using JPEG/MPEG, large changes between successive frames results in a lower FPS).


However, the benefit of the webcam is that the data is in a digital format, making it easier to deal with. Also, the images are of consistently higher resolution than the TV camera – they just come much less often.


Our solution to this problem was to use each method for what it did best. Use the TV camera when driving, where high resolution is not as important as a fast refresh rate. Use the webcam to capture high-quality still images when necessary; a low FPS is unimportant when taking a single photo.


Currently, we have the TV camera set up with the robot. The webcam works on a separate iPAQ (running Linux), and we can attach this camera as necessary. Unfortunately, because our system uses WinCE (discussed later) we cannot have both the webcam and the control software on the same iPAQ. So far, the picture quality of the TV camera has been sufficient for our needs.

Positioning and Compass

The idea behind positioning is straightforward: visit locations and store the signal strength to all the access points you see. Later, when someone visits a location, they can compare their current signal profile to the database – the closest match is probably their location.

The major obstacle in this scheme was finding a way to access signal strengths to all the access points. In Windows, there are some third-party and vendor tools to do this, but there was no easy way to automate them. Linux has a larger focus on command-line tools, but most drivers did not get signal strengths to all the access points. The ones that claimed to proved difficult to install.

These problems led us to use a trial version of Ekahau’s positioning engine to take our measurements and plot them on a map. The software’s claims of 5-meter accuracy are modest, and can hopefully be improved with a directional antenna.


The digital compass was fairly straightforward; we bought the component and wired it up. It is fairly precise, and accurate to about a tenth of a degree. There were some initial difficulties getting the compass readings into our software, but those problems are now resolved.


The positioning and direction-finding aspects are playing a larger role as the wireless control and microcontroller issues are resolved.

Platform: Linux or WinCE?

An important decision was our choice of platform: Linux or WinCE. This involved issues with device drivers, ease of programming, documentation, and availability of software.


Linux’s primary advantage is the availability of free software and source code. Tutorials were not as necessary when the inner workings of a program were exposed. However, understanding, installing, and configuring software required a huge time investment. WinCE was on the opposite end of the spectrum: most software is proprietary, but there is a greater selection and better support, including tutorials.

The issue eventually came down to “make vs. buy” in the sense that we could build various items from scratch in Linux, or get the software premade in WinCE. We were interested in getting the components (positioning, camera, control) working quickly so we could integrate them. Thus, we chose WinCE.

Problems, Results, Discussion & Current State of Affairs

Fortunately, we were able to get the internet-control part of the robot working fairly quickly, so we could concentrate on the more exciting and interesting problems involved.  Though we ran into several problems with the hardware and ended up drastically modifying the car’s sensors and some of Acroname’s off-the-shelf integrated circuits, we are now able to get the robot to face a particular heading.  Furthermore, the remote video and sensing capabilities are operational.  As we have described, both the remote TV signal and the digital stills are working.


As far as environmental awareness, our two infrared range finders can be configured to cut the motor once an obstacle is detected.  Surprisingly, this is a more complex problem than originally envisioned.  If low-level reflexes are configured to “cut the motor” once an obstacle is detected, how can the motor restart? That is, once something is detected and your foot is firmly on the brake, when should you release it if you are still detecting the obstacle?  At the moment, the sensors work to cut the motor and wait for a user to reposition the car, but more intelligent functionality, like, “if you see an obstacle in front, permit movement in reverse” is possible.


Also, when it comes to heading alignment, several algorithms are possible.  How should the robot re-orient itself to a new heading?  Should it turn sharply until the target heading is found?  Or should it turn proportional to the distance of the target heading? How often should it check the compass?  As often as possible, or just after every concerted movement?  At the moment, the robot can coarsely turn to a heading and stop.  Further refinements currently in the progress include turning less when the desired heading is nearby, and holding a heading while driving forward.  These problems are both exciting and interesting to tackle.

Conclusion


By completing this project, we have learned that it is possible to realize your dreams if you put your time and effort into realizing them.  What originally sounds so simple – controlling a car over the Internet – can be terribly complex when you delve into the details of implementation.  We have learned a great deal about programming microcontrollers and developing 802.11b-based devices.  We’ve also learned about the limitations of iPAQs, and that sometimes, the overhead required to implement something one way is not worth the overhead to do it another way.

















































